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Abstract

A versatile tool for selecting particles from electron micrographs, intended for single particle analysis and three-

dimensional reconstruction, is presented. It is based on a local real-space correlation method. Real-space correlations

calculated over a local area are suitable for finding small objects or patterns in a larger field. They provide a very

sensitive measure-of-fit, partly due to local optimisation of the numerical scaling. It is equivalent to least squares with

optimised scaling between the two objects being correlated. The only disadvantage of real-space methods is that they

are slow to compute. A fast local correlation algorithm based on Fourier transforms has been developed, which is

approximately two orders of magnitude faster than the explicit real-space formulation.

The algorithm is demonstrated by application to the problem of locating images of macromolecules in transmission

electron micrographs of unstained frozen hydrated specimens. This is a challenging computational problem because

these images have low contrast and a low signal-to-noise ratio. Picking particles by hand is very time consuming and

can be less accurate. The automated procedure gives a significant increase in speed, which is important if large numbers

of particles have to be picked.

r 2002 Elsevier Science B.V. All rights reserved.
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1. Introduction

Real-space methods are advantageous for
matching patterns in small sub-regions of a larger
data field, due to local masking of the region of
interest. The local correlation function (LCF) [1]
has the effect of optimising the numerical scaling
of the objects being correlated. Use of real-space
functions has been made for domain docking in

electron microscopy [1], and has been proposed for
model building in X-ray crystallography [2,3]. The
only disadvantage of real-space algorithms is that
they are orders of magnitude slower than similar
Fourier based formulations. The algorithm pre-
sented here uses Fourier methods to calculate a
local real-space correlation function 50–100 times
faster than the direct real-space implementation.
The fast local correlation function (FLCF) is

applied here to the problem of recognising
macromolecules in transmission cryo-electron
micrographs of frozen hydrated preparations of
single particles. These transmission images are
accurate projections of the three-dimensional (3D)
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structure of the molecule, preserved in a frozen
hydrated environment [4], but have a low signal-
to-noise ratio (o1). The particles may be frozen in
random orientations so many different views could
be present. Three dimensional maps of the macro-
molecular complexes can be computed using
thousands of images of particles, but picking them
all out can be a laborious task, particularly when
the contrast is very low, i.e. for closer to focus
images.
An interactive graphical tool has been written to

filter the correlation peak locations found in the
FLCF, in order to optimise the selection of the
particles, and reject unwanted images. Several
parameters, such as particle separation and the
correlation threshold, can be interactively ad-
justed. The results of two correlation maps can
be interpreted simultaneously in order to separate
different types of particles. The result of the
correlation and filtering operation is displayed
overlaid on the micrograph. Particles can also be
manually rejected using the mouse cursor. Often
there are a few undesirable images of particles, e.g.
partially obscured with ice contamination or too
near the edge of the carbon, and these are easier to
reject when viewed in context of the whole electron
micrograph image. This enables 100% of those
finally selected to be good for further processing.
Thus, the tool makes it possible for quick
processing of electron micrographs to be achieved,
and even sparse or mixed preparations can
be more conveniently used. When a crowded
preparation occurs, the filter can be used to select
those particles that are not too close to each other.
This particle picking procedure has been tested on
several different specimens, and found to work
very successfully. For solving this problem a
number of template-correlation based [5–8] as well
as other approaches [9–12] have been proposed.
Many of them are restricted to spherical particles
[6,11,12]. Some have been successful with asym-
metric particle shapes [8,10] but a significant level
of manual pruning is required. The merits and
limitations of these and other approaches to the
problem are discussed in a review by Nicholson
and Glaeser [13]. The algorithm described here
provides a versatile and general purpose tool for
finding particles. Minimal manual intervention is

required, and an efficient mechanism for this is
provided.

2. Methods

The program runs in two parts. First, the
correlation maps are calculated using the FLCF
algorithm. These are then processed using the
interactive graphical tool. The FLCF is implemen-
ted in Fortran 90. The graphical user interface
and script are written in Tcl–Tk [14]. The Tcl
program calls some Fortran 90 programs to
process the correlation maps, and results derived
from them.

2.1. Correlation functions

The advantage of the LCF is that it is efficient at
finding occurrences of a small search object within
a larger map. In line with this analogy the two
functions to be correlated will be called S; the
search object, and T ; the target map.
The LCF can be expressed as a modification of a

standard correlation function. The standard nor-
malised correlation coefficient of two discrete real
functions, Si and Ti; both defined over N points
can be represented as follows:

C ¼
1

N

XN

i¼1

ðSi � %SÞðTi � %TÞ
sSsT

; ð1Þ

where %S; %T are the means of Si and Ti; and sS; sT

are the standard deviations. Both functions are
defined over the same range of N points, because
the concept of a local correlation has not been
introduced yet. The standard normalised
correlation function is similarly defined, over the
range of x;

CðxÞ ¼
1

N

XN

i¼1

ðSi � %SÞðTiþx � %TÞ
sSsT

: ð2Þ

This function describes the correlation coefficient
between S and T for every relative displacement x:
The correlation function (2) is most efficiently
calculated making use of the correlation theorem
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and the fast Fourier transform (FFT) algorithm
[15]:

CðxÞ ¼ F�1fF �fSig FfTigg ð3Þ

where F and F�1 are the forward and inverse
Fourier operations, respectively, and * denotes the
complex conjugate.
For the LCF the two objects to be correlated are

not the same size. The target map and search
object will be defined over N points as before, but
the region of interest on the smaller search object,
S; occurs over a smaller number of points, P: A
binary mask function, Mi; is introduced that
explicitly defines the extent of the search object.
The product MiTiþx defines the footprint of S on
the target function T ; as T is scanned past the
search object and mask. The local correlation
function CL is then defined as

CLðxÞ ¼
1

P

XN

i¼1

ðSi � %SÞMiðTiþx � %TÞ
sSsMT ðxÞ

: ð4Þ

Now sMT ðxÞ is the local standard deviation of T

under the footprint of the mask, M; and P is the
number of non-zero points in the mask function.
This is equivalent to calculating the normalised
correlation-coefficient between the search object
and the masked region of the target function for
every relative position of the mask. The normal-
isation of the correlation over the local area
optimises the scaling of the search object and the
target map in the local region, rather than in the
whole target map. This is particularly appropriate
for applications such as EM images where the
background contrast due to the solvent is variable
and not on an absolute scale. The relationship
between the functions is illustrated in Fig. 1 and
Table 1.

2.2. The fast local correlation function

Because of the normalisation of the correlation
coefficient by the coefficients %S and sS; the actual
relative scaling of the search object is arbitrary.
Therefore, for the convenience of expression we
can normalise the search object so that %S is 0 and
sS ¼ 1; inside the masked region. Then Eq. (4)

reduces to

CLðxÞ ¼
1

PsMT ðxÞ

XN

i¼1

ðSiMiTiþx � SiMi %TÞ: ð5Þ

Therefore,

CLðxÞ ¼
1

PsMT ðxÞ

XN

i¼1

ðSiMiTiþxÞ; ð6Þ

since
PN

i¼1ðSiMiÞ ¼ P %S ¼ 0:
The sum in Eq. (6) is the sum of the product of

SM ¼ S (if S is set to zero outside the masked
region) with T over the whole area (of N points).
This is proportional to the correlation of S and T

as expressed in Eq. (2), since Si and Tiþx are the
only terms that are not constants, and can be
calculated efficiently using the FFT algorithm.
The local mean TM and the local standard

deviation of T ; sMT ðxÞ; under the running
footprint of M (or the search object S) can be
expressed in terms of convolutions of the mask M

with either the density T or its square. The discrete
version of the convolution operation, analogous to
Eq. (2) can be expressed in real-space as

ConvðxÞ ¼
XN

i¼1

MiTi�x ð7Þ

and in reciprocal space

ConvðxÞ ¼ F�1fFfMig FfTigg: ð8Þ

This time the mask, M; is convoluted with the
function T : Therefore, the local average and
standard deviation can be calculated as convolu-
tions using the FFT algorithm.

%TMðxÞ ¼
1

P

XN

i¼1

MiTi�x; ð9Þ

s2MT ðxÞ ¼
1

P

XN

i¼1

MiT
2
i�x � %T2M ðxÞ: ð10Þ

Therefore, the more sensitive FLCF can be
calculated using approximately the equivalent of
3 times the operations required for a conventional
‘fast’ cross-correlation. If many similar objects are
being searched for in one image, then the mask can
be kept constant and the convolution operations
need to be calculated only once. Then the speed
will tend towards that of a conventional Fourier
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based correlation function. The use of convolution
operations as a quick way to calculate the variance
of an image has been proposed before [16], and an
equivalent operation has independently been
proposed for feature recognition in electron
density maps from X-ray crystallography [2,3].

2.3. The particle detection procedure

2.3.1. Preprocessing

The electron micrographs were digitised at 7 mm
on a Zeiss SCAI scanner (Z/I imaging, Oberko-
chen, Germany) and reduced to 14 mm by 2	 2
pixel averaging. These scans were then reduced in
sampling by a further factor to give a resultant
sampling of B10 (A/pixel. They were low-pass
Fourier filtered to a 30 (A cut-off. A high-pass

filter was applied by local background subtraction
at each point. The local background value was
calculated as the average value of the points
contained in a square region with a side the length
of approximately 5 particle diameters, centred on
the point. A Fourier high-pass filter was equally
effective, but created a distracting artefact of low
resolution ripples across the image. The search
objects, or templates, were created for each speci-
men by manually picking a number of particles in
Ximdisp [17], extracting them in the MRC
program LABEL [18] and iteratively aligning them
to their running average using procedures written
for SPIDER [19]. The template preparation only
needs to be done once for each object. The same
templates could also applied to other micrographs
taken under similar conditions.

Table 1

Comparison of local correlation (LCF) and conventional cross-correlation (CCF)

Peak vs. identity peak CCF LCF CCF noise LCF noise

a 2.91 0.64 3.76 0.76

b 1.00 1.00 1.00 1.00

c 1.25 0.89 1.59 0.96

d 1.10 0.96 1.22 0.93

e 1.99 0.97 2.32 1.06

f 1.50 0.58 1.85 0.69

Highest false peak 0.53 0.48 0.69 0.47

Order of match of objects AEFCDB BEDCAF AEFCDB EBCDAF

The feature B in the target function is the exact replica of the search object, and therefore the corresponding peak b in the correlation

functions is the identity peak. For the purpose of this quantitative comparison the peaks in each of the correlation functions shown in

Fig. 1 have been scaled relative to the peak b. The expected order of similarity with the search object is BEDCFA. The LCF produces a

more similar pattern, for both the cases with and without noise. The very strong false object, A, correlates below all other objects in the

LCF, except for the object, F, the most dissimilar. The CCF puts the strong false object, A, above the others, and the identity match, B,

is always the lowest. The LCF provides more potential to discriminate between different objects using fine features; the majority of

peaks are below the identity peak, and are graded in a logical order. The largest peak in the correlation functions that does not

correspond to one of the features, i.e. false peak, is lower for the LCFs.

Fig. 1. Relationship between the cross-correlation and LCF in one dimension. The features in the target map have been labelled A–F.
The peaks corresponding to their match in the correlation functions have been labelled a–f. (1.1) A model search object. (1.2) A mask
defining the extent of the search object. (1.3) The target map with various objects similar to the search object. (A) a strong featureless
density, (B) exact replica of the search object, (C) similar to search object, but with a difference in the detailed feature, (D) object same
width and density as the search object, but without the detailed feature, (E) similar to search object, but with a difference in the scaling of
the detailed feature, and (F) similar to E, but a difference in spatial scaling also, i.e. a wider object. The expected order of similarity with
the search object is BEDCFA. The search object has not yet been scaled to a mean of zero, and a standard deviation of 1. (1.4) Target
map with uniform random noise in the range 0–1.5 added (on a density scale where the density of the search object is between 0 and 1.5).
(1.5) Cross-correlation between the search object and the target map. (1.6) Cross-correlation between the search object and the noisy
target map. (1.7) LCF between the search object and the target map. (1.8) LCF between the search object and the noisy target map. It is
apparent that the LCF provides a more sensitive discrimination, and does not over emphasise correlation with the very strong density
object. A quantitative analysis of the comparison is presented in Table 1.
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2.3.2. Correlation

The templates were then correlated with
the band-pass filtered and sub-sampled electron
micrograph images, using the FLCF algorithm. A
real-space mask defining the exact region of the
template to be included in the local correlation is
defined by entering the radius range to use, and a
minimum density value to be used as a threshold.
Alternatively, a more complicated mask could be
read in explicitly from a file. The template is
rotated through a user specified angular range and
increment, and a FLCF computed for each
orientation. The output correlation map contains
the maximum correlation at each position for all
the orientations searched. The angular step for the
in-plane rotation of the template was set at 41 for
these searches, which is fine enough sampling for
30 (A resolution for these size particles. Therefore,
the search for objects similar to the template is
optimal to 30 (A resolution.
Because the FLCF calculation is relatively fast it

is possible to search a complete set of projections
that describe the 3D structure to a level of 30 (A.
Since then every possible view of the 3D object is
searched for, this represents the optimal (in the
least-squares sense) search for its projections. This

procedure would be the best way to pick particles
automatically from noisy or low contrast images.
The point of doing this would be to acquire many
more images of particles so that a higher resolu-
tion structure could be calculated.
In practice searches with one or two templates

worked very well to extract the particles. The exact
time required for the FLCF map to be calculated
depends on the angular range to search, and the
size of the micrograph region to be searched. The
searches in the practical examples shown in the
results section took between 10 s and 2min on a
DEC alpha workstation with a 600MHz EV6
processor. This works out as less than 1 s per
FLCF calculation. Table 2 shows the computation
times for some of the example searches shown in
the results section, and predicted times for the
exhaustive searches discussed above.

2.3.3. The graphical tool

A program with a graphical user interface is
used to display the results of the correlation
searches overlaid on the electron micrograph
image. The user can filter the peaks found by
interactively controlling a number of parameters,
such as the minimum correlation coefficient,

Table 2

Computation times for FLCF particle searches

Search Number of

views

searched

(templates)

In-plane

angular

range

(deg)

In-plane

angular

interval

(deg)

Number of

orientations

searched per

template

Total number of

correlation

operations required

for the search

Time

Icosahedral centrosymetric virus

B400 (A diameter (restricted

search)

1 0–28 4 8 8 10 s

Icosahedral centrosymetric virus

(full search)

35 0–179 4 45 1575 149 s

Non-symmetric particle B250 (A

diameter e.g.

70S ribosome (restricted search) 1 0–359 4 90 90 114 s

Non-symmetric particle

(full search) 400 0–359 7 50 20000 5 h 10min

These are search times for a 1024	 1024 size image on a DEC alpha workstation with a 600MHz EV6 processor. They include the
fixed time for file reading and writing, and are therefore not exactly linear with number of FLCFs computed. 1000 FLCF operations

took 922 s. The region corresponds to most of the area of a 6	 8 cm film, sampled atB12 (A/pixel when the magnification isB60 000.
The restricted search for virus particles used an in-plane angular range of 0–281, because the averaged template appears to have a

degree of rotational symmetry.
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(a)

Fig. 2. (a) 70S ribosome particles localised using the FLCF. Main: The frozen hydrated 70S ribosome particles [20] are imaged while in
suspension supported by a holey carbon film. Inset: Average of 100 aligned images of manually picked particles, used as the search object.
This image is shown at twice the scale of the main image. The coloured circles show the identified particles. They are drawn with a
diameter of 1.5 times the particle diameter so that the particles are not obscured and can be examined more easily. Green circles surround
the selected particles. Particles circled in red are rejected because they are too close to each other (If the circle diameter was set to match
the particle size exactly, by putting the scale factor slider to 1, then the red circles would be seen touching or intersecting, but the green
ones would not.) Particles indicated with black circles have been manually rejected; because they are damaged, contaminated with ice, or
are false peaks near edges. The image was taken on a Phillips CM12 TEM at 120 kV,B60 000 times magnification, and 1.5 mm defocus.
The final sampling on the reduced image use for the FLCF was 11.7 (A/pixel. (b) Two templates were correlated with this image of HBV
core shells, expressed in E. Coli. [21]. The program has been used to separate them into two classes. Main: HBV core shell particles,
imaged frozen hydrated suspended in a hole supported by a holey carbon film. The core shell protein assembles into shells of two sizes,
with T ¼ 3 and T ¼ 4 icosahedral packing, that are 320 and 360 (A in diameter respectively. Inset: The search objects are averages of 20
aligned particles each of T ¼ 3 and T ¼ 4 icosahedral shells. These are shown at twice the scale of the main image. The coloured circles
show the peak positions identified in two correlation maps, one for each of the templates. If peaks from the two maps coincide then the
particle is assigned to the class of the map with the higher correlation. The green circles indicate the smaller T ¼ 3 shells, and the red
circles indicate the T ¼ 3 shells that have been rejected because they are too near other particles. The blue circles indicate the larger T ¼ 4
shells, and orange circles show rejected T=4 shells. The black circles are particles that have been manually rejected. The circles are drawn
at 1.4 times the diameter of the particles. The image was taken on an FEI F30 TEM at 300 kV, 56 000 times magnification and 2.1 mm
defocus. The final sampling on the reduced image used for the FLCF was 12.5 (A/pixel. (c) Enlarged view of a selected region of Fig. 2(b).
(d) Main: Images of GroEL molecules supported on carbon film, negatively stained with uranyl acetate [22]. The inset shows the two
main types of view, the end view along the seven-fold axis, and the side view, perpendicular to it. These are averages of 20 automatically
aligned manually picked particles. The green and blue circles show the identified end and side views. The red and orange circles indicate
rejected end and side views respectively. Black circles show manually rejected particles. The circles are drawn with a scale factor of two
relative to the particle size. When the micrograph is larger than the screen area, then just part of the image is visible on the screen. The
sliders to the right and bottom of the image can be used to pan the viewing area around. The image was taken on a Jeol 1200CX TEM at
120 kV and a nominal magnification of 40 000. The final sampling on the reduced image used for the FLCF was 10.5 (A/pixel.
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distance between particles, or maximum number
of particles allowed. There is also the option to
manually deselect particles using the mouse. When
the user is satisfied with the selection of particles
the coordinates of the selection are written to a
file compatible with Ximdisp and LABEL. The
coordinates are adjusted by a scale factor that
takes into account the reduced sampling in the
compressed image, compared to the original image
that the particles will be extracted from.
The results from two different correlation maps can

be displayed simultaneously. If a peak is found in both
maps at the same position (within the given allowable
peak radius) then the particle is assigned to the
group of the template giving the highest correlation.

3. Results and discussion

The effectiveness of the program is demon-
strated on three different specimens. Two are
different unstained frozen hydrated [4] prepara-
tions of single particles, suspended in unsupported
ice over holey carbon films. The third is an image
of negatively stained molecules on a carbon film.
The cryo specimens are 70S ribosome particles [20]
(Fig. 2(a)) and hepatitis B virus (HBV) core shells
[21] (Fig. 2(b)). The negative stained specimen is
GroEL [22] (Fig. 2(d)). A high success rate was
achieved with all three samples, allowing 200–1000
particles to be selected from each of the micro-
graphs with very little user time. The interactive

(b)

Fig. 2 (continued).
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time to optimise the parameters and reject the
few unwanted particles was typically less than
1min.
In the ribosome example (Fig. 2(a)) it is shown

how one template can be used to recognise most of
the particles. The correlation of the composite
template, calculated by optimally aligning together
100 randomly selected particles, works very well to
locate all the particles. The basis for this it that
even though some of the views are distinctly
different from one another, the composite
template contains some features from each of
the views. More than 98% of objects that could
possibly be particles have been recognised. A few
hits due to ice contamination or other contami-
nants have had to be manually deselected. For

more advanced discrimination, or elimination of a
specific class of views, correlation with additional
templates could be performed. Also a few false
selections made near the sharp edges of the label
region on the film have had to be manually
rejected. This edge effect is less severe than occurs
with a conventional correlation function, and
could be completely eliminated by implementation
of an additional preprocessing step to remove such
sharp edges.
In the example shown in Fig. 2(b) two templates

are used to automatically separate the two
different types of HBV shell assembly. Again, the
success rate of detecting particles is better than
98%. The few particles than have not been selected
seem distorted or damaged. Only one damaged

(c)

Fig. 2 (continued).
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particle had to deselected, along with a few others
next to the edge of carbon support film, or in the
interference fringes at the edge of the beam. A few
false hits occurred near the top of the image on the
edge of the carbon film.
For GroEL (Fig. 2(d)) the two main views, side

and end views, were separated using two tem-
plates. The variation in the images of the
negatively stained molecules is greater than for
the cryo-images and the success rate for detecting
particles is slightly lower; more particles have had
to be manually rejected. The green circles indicate
the roughly circular seven-fold end views identi-
fied, while the blue circles show the side view with

four characteristic stripes. There are several ways
to optimise the selection. The correlation threshold
can be set higher to leave out ‘poorer’ particles, or
it could be lowered to include more particles—then
the extra false positives would have to be
eliminated manually, or in a downstream proces-
sing stage. Alternatively, the correlation search
could be run with more templates representing
more classes of views, which would generate a
correlation map with more accurate discrimination
ability. Particles that are too close to one another
are automatically rejected, and the distance criteria
can be interactively adjusted. Sometimes a particle
in a small aggregate or cluster is recognised while

(d)

Fig. 2 (continued).
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others are not; this can lead to one of these nearly
overlapping particles being selected. The advan-
tage of the graphical interface is that these
instances are easier to spot and eliminate when
looking at the local region of the micrograph, as
opposed to examining just the series of extracted
particles.
The FLCFs for the different HBV particle

sizes, and the two GroEL views, were calculated
in parallel on two different computers, as the
calculation of each FLCF is an independent
operation. The particle detection success rate
will depend on the signal-to-noise ratio of the
image, governed by the contrast in the image
(which in turn depends on the level of defocus
and the ice thickness), and the size and shape
of the particles. The approximate sizes of com-
plexes shown were 2.5MD (70S ribosomes), 3
and 4MD (for the T ¼ 3 and T ¼ 4 HBV core
shells respectively) and 0.8MD (GroEL). The
defocuses were in the range 1.5–2.1 mm. The
procedure was successful on HBV images taken
at 300 kV as close to focus as 1 mm. These results
are not shown as the contrast is too low to make a
clear figure.
The speed of the FLCF allows different views to

be quickly searched, and therefore rarer views
could be searched for and found. This may also be
useful in the case of bigger asymmetric objects,
which will have more distinct views. A second
iteration of alignment of extracted particles to
generate a new search object, and correlation can
be done quickly. This allows the templates to be
refined, if necessary.
The algorithm could be the basis for a com-

pletely automatic particle selection system. Most
of the particles that needed to be manually
deselected were too near the edge of the carbon
film or on it. These regions could be automatically
excluded by incorporation of an edge detection
procedure. There may be other potential applica-
tions for the FLCF algorithm in pattern
recognition. One immediate and quite indepen-
dent application will be the implementation
of the FLCF algorithm in three dimensions to
allow faster docking of atomic models into density
maps from cryo-EM [1] and more extensive
searches.

4. Conclusion

The program using the FLCF algorithm has
proved to be a very useful tool for recognising
objects in noisy images. The program is called
‘FindEM’ and is available from the author on
request.
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